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Abstract

This work explores how machine learning algorithms can be used to evaluate legibility-
related features of children’s handwriting. We were also interested in the level of
agreement between people rating the legibility of handwritten sentences and if their
profession has any influence on their rating behavior.

For this, we created the StabLe dataset that consists of handwriting samples from
more than 200 students in grades 6 and 7. We did this by designing a standardized
test and developing a rating tool that is suitable for our specific use case. We then
train multiple neural networks on this dataset and compare these models with the
models created for a closely related thesis that were trained on the motion data of
the sensor-enhanced ballpoint pen that we used during the creation of the dataset
and find that image-based evaluation currently has a performance advantage that
may be used to improve other evaluation methods.
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1 INTRODUCTION 1

1 Introduction

Many children struggle to produce legible handwriting, but the objective analysis
of legibility is currently very complicated. Our overall goal was to create an easy,
reliable and automated way to assess the legibility of children's handwriting. We
worked together with STABILO International GmbH, the Chair of Explainable Ar-
ti�cial Intelligence at Otto-Friedrich-Universität Bamberg, and the Schreibmotorik
Institut e.V. to create multiple machine learning (ML) models that can evaluate
legibility on the basis of images and the recordings of a sensor-enhanced ballpoint
pen.

This thesis was created in close collaboration with Erik Schmidt [1]. While his focus
was on sensor-data models, this thesis focuses on image-based evaluation models.

1.1 Motivation

1.1.1 Handwriting assessment with motion data

Children must produce handwriting for many tasks that they face in school [2]. Not
only is the legibility of this handwriting an important aspect of everyday communi-
cation, but other works [3] also consider it an important aspect of the child's success
in school.

But while handwriting legibility can be an interesting metric in examining a child's
development, it is hard to measure such a subjective trait that is inherently de-
pendent on the reader's perception. For this reason, many standardized tests have
already been developed that can achieve higher levels of agreement between the
raters. Unfortunately, assessing those tests requires a considerable amount of work
from a teacher. Computational handwriting assessment is therefore an important
tool that can be used to make the evaluation of a child's abilities more viable.

Di�erent works that discuss and implement such automated methods already exist,
but are not without problems. Because handwriting assessment with data from a
sensor-enhanced ballpoint pen is a fairly unexplored topic and has the advantage of
providing a very natural writing environment to the children, we decided to analyze
this data using arti�cial intelligence, building on the previous work of [4].

More information on handwriting legibility and its implications, as well as a collec-
tion of related works on it and previous implementations of computerized legibility
assessment, can be found in [1].

1.1.2 Legibility features

In addition to the overall legibility of a sample, we also wanted to evaluate more
speci�c legibility-related features. This would make the predicted score easier to
comprehend and could ideally also be interpreted as instructions on how to improve
a child's writing ability.
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Since the standardized tests mentioned above had also been shown to have higher
levels of agreement between raters than scores of pure legibility, deriving speci�c
features from these tests should lead to a higher level of agreement and, in turn,
make these features easier to predict by an ML model. The speci�c tests as well as
the features that we decided to use can be found in Section 3.1.3.

1.1.3 Handwriting assessment using image data

The biggest challenge in training machine learning models would be the acquisition
of a su�cient number of samples. Each sample has to be recorded using theErgoPen,
a sensor-enhanced ballpoint pen described in Section A.1. After recording, multiple
features must be labeled, ideally multiple times each, to account for the subjective
nature of the task.

We decided to create legibility evaluation models that would be trained on image
data in addition to the models trained on sensor data. We expected these to perform
better on smaller amounts of training data for multiple reasons.

ˆ Existing research on image recognition: There already exists a large
body of work on handwriting recognition that provides many useful tools that
we could use to improve the performance of our models.

ˆ Less noise in training data: Sensor data includes a lot of information about
the creation process of a piece of handwriting that is not present in an image of
the �nished sample (e.g., pressure used, pauses between words, etc.). Omitting
this information during training has the potential to make features easier to
evaluate.

Well-working image-based models could then potentially help during the labeling
process for future improvements of the dataset.

1.2 Research Questions

R1 Is user agreement higher on legibility features that are assumed to be more
speci�c?

We assumed the overall legibility of a handwritten text to be a highly subjective
property and that features which are perceived as speci�c parts of the overall legi-
bility, such as a consistent inclination of the letters, would be more objective. This
assumption could be tested by measuring the agreement between raters on these
properties.

R2 Does rater pro�ciency have an impact on the given ratings?

Most previous work has relied on trained professionals such as teachers to execute
the very time-consuming task of rating handwriting samples. Future works could
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simplify this rating process by taking work o� these busy professionals if we can
show that there is no di�erence between the ratings of experts and non-experts.

R3 Do ML models perform better in evaluating legibility features that are assumed
to be more speci�c?

With the assumed higher inter-rater agreement forR1 we also expected models
trained on more speci�c features to perform better.

R4 Are image-based ML models easier to create than sensor-based models?

Due to the vast amount of existing research onHTR[5], we expected that image-
based models would outperform their sensor-based counterparts. If this is the case,
future works on similar topics can possibly use image-based models to simplify the
process of gathering ratings for sensor-based data samples.

1.3 Outline

We start giving an overview of the state of Deep Learning based image recognition
models in Section 2. We then present theStabLe dataset and the standardized
test that it is based on in Section 3. In Section 4, we give an overview of the
Handwriting Labeling App. A rating tool we created that enabled us to gather the
labels for the dataset in an e�cient manner. In Section 5, we present the structure
and performance of our �nished models. We then close with the limitations of this
thesis and ideas for future work in Section 6.
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2 Image recognition with arti�cial intelligence

2.1 Deep Learning

According to [6], Deep learning (DL) was introduced as a type of Machine Learning
that uses Arti�cial Neural Networks (ANNs or shorter NNs) as models to �nd and
process patterns in complex types of data. As their name suggests, ANNs are sys-
tems that are inspired by the structure of the human brain. They consist of a large
number of atomic elements, called arti�cial neurons or nodes, and connections be-
tween these elements. If ANNs are con�gured correctly, they can have"remarkable
information processing characteristics pertinent mainly to nonlinearity, high paral-
lelism, fault and noise tolerance, and learning and generalization capabilities."[7].

For many ANNs, their neurons are typically grouped into layers, where neurons
in one layer are connected only to neurons in the subsequent layer. This grouping
helps us better understand the inner workings of CNNs. When designing a CNN, the
structure of each layer is adjusted, depending on its intended functionality during
processing of the input data. Several types of layers have been standardized and
given easily identi�able names, some of which will be presented in Section 2.2.

Figure 1: Schematic review of the
models in deep learning [6]

[8] describes Neural Networks as being"particu-
larly e�ective for predicting events when the net-
works have a large database of prior examples to
draw on." this is the case because to �nd the
right connections of the ANN for a particular
task, the ANN has to go through a learning pro-
cess. During this learning process, the ANN is
presented with exemplar data points that it uses
to �nd and memorize patterns by adjusting the
connections between the arti�cial neurons.

The amount of data required to create a well-
functioning ANN can vary greatly from task to
task. According to [9] the training of the GPT-
3 model that recently gained a lot of popularity
required over 500GB of text data. On the other
hand [10] found that in many tasks, 10 to 15 samples can already be enough to
achieve satisfactory performance.

2.2 Convolutional Neural Networks and Image Recognition

Although there are many di�erent types of ANNs, Convolutional Neural Networks
(CNNs) have proven particularly useful for vision-based tasks such as video process-
ing, object recognition, picture classi�cation and segmentation, and many others[11].
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Figure 2: Layers of a CNN[12].

The di�erent layers in a CNN have the following functions:

ˆ Input Layer : Each pixel of an image is fed into the network as a single node
or multiple nodes in the case of colored images.

ˆ Convolution Layers : Extracts image features by applying convolutions to
connected sections of the image. Intuitively, one can think of a convolution
as the application of a �lter to an image to enhance certain features, such as
edges[13]. On higher levels, this can internally enhance concepts such as hair
or faces.

ˆ Pooling/Subsampling Layers : Applied after every convolution layer. Re-
duces the size of the feature map by subsampling. This reduces computational
complexity by reducing the dimension of the input, and can also increase the
focus on more prevalent features in a convoluted section.

ˆ Fully connected layer : Flattens and reduces the complexity of the output
of the network. This is often done in multiple steps until the desired number
of output nodes is reached.

2.3 CNN Training

Each connection between two di�erent nodes in a CNN has an associated weight that
dictates how much the activation level of the �rst node in�uences the activation level
of the second node. When assembling a CNN the initial weights are traditionally
set to random values.

In training, the network is then presented with a series of pairs of sample images
and known target values. The sample is passed forward through the network and
the output node values are compared to the target values with aloss function. In a
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process calledbackpropagation, it is then calculated how the weights in the network
can be adjusted to reduce the value of the loss function for the presented sample.

Instead of training a Neural Network from scratch, works like [14] have found great
success in modifying and �ne-tuning existing"backbone" models that have been
trained on a similar task. This can aid by"achieving high performance while saving
training time" [14] and reduce the number of samples required[10].
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3 The StabLe Dataset

The Stab ilo Legibility Handwriting Dataset was created for this thesis. It contains
a set of samples of handwritten German sentences and associated ratings to multiple
legibility criteria for each one. The main purpose of its creation was to train the ML
model for Section 5, but it also gives insight into how perception of these features
di�ers between individuals.

3.1 Model Capabilities / The Legibility Test

While a general purpose model that could predict the legibility of any handwritten
text would have been the best outcome for this project, we expected that the collec-
tion of a su�cient number of labels to achieve reliable results for such a model would
not have been feasible. Therefore, we had to make decisions on the capabilities of
our �nished model and what limitations would be acceptable trade-o�s to reduce
the number of required samples.

The environment in which the model would most likely be used is in schools to �nd
students who have a problem with legible writing. The students found could then
be denounced to the teacher for further questioning.
Since most schools would not own a pen for every student, but rather one or two
pens per classroom, it is unlikely that the pen would be used for everyday writing.
Instead, they would be used in a controlled testing scenario in which each student
gets the pen for a limited time, writes some sentences, and then a score would be
calculated and sent to the teacher.

The pen being used exclusively in a testing scenario gave us the option to de�ne
this scenario and therefore limit the sample variability that our model needed to
understand. From now on, we call this testLegibility Test.

While the test scenario should reduce complexity for the model, it should still be
as close as possible to thenatural way that the students were writing. If we set the
test conditions too strictly, for example, by forcing every student to write with their
right hand, the results might not represent how the students write outside of the
test.

3.1.1 What we decided to limit

Prede�ned texts:
The most obvious way to limit variability during the Legibility Test was to prede�ne
the text that each student had to write. By training the model with a limited amount
of texts, we could hopefully reduce the complexity resulting from di�erences between
samples of di�erent students signi�cantly. The chosen sentences are described in
Section 3.1.4.

Linestyle: Students can get di�ering amounts of visual guidance during writing de-
pending on the lines printed on the paper. Comparing a sample written on checkered
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paper to a sample written on paper without any guiding lines is hard and might not
be very helpful because a student writing legibly with guidance might write illegibly
when that guidance is absent as suggested by [15].

The uni�cation of the line style also meant that it could not have any impact when
comparing two samples. This gave us the option to �lter out any lines present on the
paper before evaluating a sample with our model. This further reduces complexity.
We decided on creating a custom single-line layout as described in Section 3.1.5

The pen:
The ErgoPen version 6.3 (Section A.1) was used to record the sensor data.

3.1.2 What we did not limit

Font style: From the samples provided bySTABILO , it was visually very apparent
that the samples written in cursive font were generally harder to read than those
written in brochure font.

Although we therefore expected writing style to have a big impact on legibility,
forcing a student into a font they are not used to would probably lead to unrepre-
sentative results. If the impact from the complexity introduced by di�erent fonts
was too large, we could also separate the cursive samples manually after recording
and train two font-speci�c models to improve performance.

Time: While many other works dealing with similar topics focus on legibility rel-
ative to the time taken for writing, we decided to give the students as much time
as they needed for the test, at least during our recording sessions. We did not need
to limit the time since the image classi�cation model should be able to evaluate the
legibility independently of the time taken.

In hindsight, it probably would have been a good idea to limit the time since the
vast majority of the samples gathered were very legible. It is likely that limiting the
time would have produced overall less legible samples and therefore a wider variety
of legibility in our dataset.

For future executions of the test, a time limit may still be set since our models work
independently from time.

3.1.3 Evaluated Features

The features (Section 1.1.2) that we wanted our models to recognize were chosen
based on these criteria:

ˆ Easily recognizable by an ML model.

ˆ High degree of agreement between di�erent raters.

ˆ Highly correlated to overall legibility.
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We analyzed [16] and existing standardized legibility testsSEMS[17, 18],HLS[19],
ETCH [20], HPSQ[21] andMHT [22] and collected a list of potential legibility fea-
tures to evaluate:

Overall Legibility: How legible is the sample overall?

Inclination: How similar is the inclination for each letter in a given sample?

Base line: How well did the writer adhere to the base line of the sample?

Height: How consistent is the length that letters extend over/under the base line
when they are supposed to?

Closed forms: How clearly are forms closed when they are supposed to be (i.e.,
letters 'o' or 'd')?

Corrections: How distracting are potential corrections in the sample?

Roundness: How well are the letters rounded when they are supposed to be?

Spacing: How consistent is the spacing between letters and words?

Letter clarity: How easily can individual letters be identi�ed without context?

Letter formation r/n/h: How easily distinguishable are the (lowercase) letters r,
n, and h?

Letter formation a/d: How easily distinguishable are the (lowercase) letters a
and d?

Letter formation e/l: How easily distinguishable are the (lowercase cursive) let-
ters e and l?

Not all of these features were directly stated in the mentioned works. Rather, they
were collected, combined, adjusted, and renamed from the features described there.
The last three features are derived from [16]. They have found that one of the most
common errors is incorrectly sizeing (parts of) a letter. This often results in a letter
being mistaken for another letter. Most notably, this can occur with the stated
letters.

We decided that Inclination , Letter formation r/n/h and Letter formation
a/d best �t the criteria we set at the start of the section. Since we will talk about
these features fairly frequently, we will introduce shorthands by identifying each
feature with its associated Question.

ˆ Q1 - Overall Legibility

ˆ Q2 - Inclination

ˆ Q3 - Letter formation r/n/h

ˆ Q4 - Letter formation a/d
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3.1.4 Test sentences

For the prede�ned test sentences, we could let the students write anything between
single words and multi-sentence paragraphs, but there was a trade-o� that we needed
to balance regarding their length:

Short samples Long samples

+ More individual samples can be col-
lected

� Fewer individual samples can be col-
lected

+ The interpretation of each rating is
very focused

� One rating, but legibility may still
vary between words

� More labels per word required + Fewer labels per word required

� Unnatural writing because of fre-
quent stops

+ Closer to natural writing

� Cannot evaluate distance between
words (for single words)

In the end, we decided on these ten short sentences:

1. Der Hahn und der Hund tanzen.

2. Er stand da und lauschte.

3. Hannah hat ein Buch gelesen.

4. Quark ist besonders lecker.

5. David der Kater schnurrt sanft.

6. Die Pförtner lassen dich herein.

7. Sie wandern in Richtung Strand.

8. Kinder spielen drauÿen.

9. Ein heftiger Blitz leuchtet.

10. Bellende Hunde beiÿen nicht.

They did not contain any complicated words and were short enough so that the
children could write them without looking at the reference mid-sentence. This would
hopefully lead to a mostly natural way of writing while also limiting the time spent
on each sample.

Additionally, these sentences contained many lowercase r/n/h and a/d that could
be directly compared against each other. Obviously we could not evaluateQ4 for
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sentences 2, 3, 9 and 10, since these sentences do not contain both the letters 'a'
and 'd'.

We also decided to include the full stop at the end of each sentence, since previous
tests showed that many students would put a full stop, whether they were asked to
or not. Including them would therefore hopefully lead to higher consistency across
the handwritten samples.

3.1.5 Test Layout

We decided on a single-line layout as a compromise for the amount of guidance
the kids would receive. Because we could already estimate the amount of lines the
students would need, we created our own custom page layout that maximized line
distance, in order to let the students write as naturally as possible.

Figure 3: Test layout.

For each sentence, we gave the students two lines: a primary one for their initial
attempt to write the sentence and a thinner secondary one if they made a mistake
and had to start over.

We also numbered the primary lines so that the students knew when the test was
done and included a dedicated �eld at the top left, where we would enter the stu-
dent's ID.
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3.2 Acquisition of Samples

We were given the opportunity to visit two Bavarian schools to record training
samples for our models. On 11.06.2024, we went toGymnasium Hilpoltstein and
recorded our test with all students in 7th grade. On 17.06.2024 we went toFriedrich-
Alexander-Gymnasiumin Neustadt a.d. Aisch and recorded our test with all stu-
dents in 6th grade.

For these recordings, parental permission was obtained in advance to record their
children's data. On the days we went to the schools, our equipment consisted of the
test papers with IDs written on them and ten prepaired pens and Android tablets,
and our team was accompanied by two otherSTABILO employees. Preinstalled on
the tablets was theHwDon app(Section 3.2.1) that we used to record sensor data
from the pens.

We were given a space prepared with some tables and we distributed tablets and
pens on them. The school teacher then went to the classes and brought the �rst
batch of ten students to our space. We instructed them on what their task would
be (Section 3.2.2) and recorded their tests. When they were done, they went back
to their classrooms.

3.2.1 Recording tool

STABILO provided us with the HwDon app that we would use to record the stu-
dents. It ran on an Android tablet and was connected to anErgoPen (Section A.1)
via Bluetooth. The main recording routine consisted of these repeating steps:

1. The screen shows a sample as written text.

2. The user copies that text to their sheet. Sensor data from the connected
ErgoPen is recorded.

3. If the user makes a mistake, they click on the "Repeat element" button and
write the current text again from the start.

4. The user clicks on the "Next element" to indicate that they are done writing.
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Figure 4: Screenshot of theHwDon appduring recording.

After a prede�ned number of samples is recorded, the app noti�es the user and,
depending on the current settings, either stops the routine or continues until the
user decides to stop. The user is then asked to take a photo of the written texts.
That photo is then automatically uploaded toSTABILO 's servers together with the
recorded sensor data.

In addition to the pictures taken by the app, we collected and scanned the papers
with the original samples to assert a similar image quality between all recorded
samples.

3.2.2 Recording conditions

Each student was given 15 minutes to complete the test. At all times, there were
three to four instructors in the room to answer any questions that could arise.

At the start, each student has in front of them a test sheet with a consecutive non-
identifying ID already written on it. The tablet shows the start screen of theHwDon
app with the same ID already �lled in the ID �eld.

Next, the task and app functionality is explained to the student. They are not told
that the samples would be used for legibility evaluation, and they are asked to write
exactly how they would usually write, not especially fast or pretty. When asked, we
would tell them that the samples would be used for character recognition.

The student then enters their personal information into the app (year of birth,
handedness, school year, gender) and starts the test. After they have �nished the
ten sentences, they would raise their hand to call an instructor. The instructor then
stops the routine, takes a photo of the paper as instructed by the app, and starts a
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new routine that asks the student to write randomly chosen phrases in either English
or German (depending on the tablet) for the remaining time. These random phrases
will not be processed further for this thesis. Although using them was originally one
of our goals as well, we dropped it due to time constraints.

When the time is up, all students are instructed to leave everything at the table,
go back to their classroom, and send the next students. While they are gone, the
instructors stop the running routines of theHwDon app by taking photos of the
written phrases, collect the sheets, and prepare the seats for the next students by
placing a new sheet on the table and entering the ID written on it in the App.

While we �rst intended to give each student 15 minutes for the test, the time that the
students actually needed varied strongly, and some students did not �nish in time
and would stay in the room while the next batch of students arrived. Instructions
were sometimes given to the whole group but mostly individually in order to meet
the students' individual needs.

3.3 Sample processing

Before we could start collecting labels for the samples, we had to process them to
make them usable. For this, let us �rst assess the current state of our data that was
gathered by theHwDon app.

Each recorded session is represented by a directory containing the following �les:

calibration.json: Calibration data for the pen.

StreamData.csv: The entire collected sensor data.

photo.jpg: The photo of the written text, taken at the end of the recording session.

labels.csv: Contains a list of recorded elements. Each row contains, among others,

ˆ id - unique id of the element.

ˆ label - string containing the text that was written.

ˆ start - timestamp that describes when the recording of this element started.

ˆ stop - timestamp that describes when the recording of this element stopped.

meta.json: Recording meta-data containing, among others,

ˆ recording_type - What kind of recording this was. That is, aLegibility Test
or random sentences.

ˆ All personal information about the user as described in Section 3.2.2, including
the user ID.
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The data we received contained every recording ever made by the HwDon App.
Therefore, we started by �ltering them by recording type and added a �lescan.pdf
to each directory with the help of a Python script. This �le contains the scanned ver-
sion of the pages that we gathered during the recordings. We used the PDF format
here because we wanted to support multiple pages of scanned recordings. Although
this is unnecessary for our test, we intended to evaluate the random phrases that
we collected after our test as well if we had time to do so in the end. For those, the
students often wrote two to three pages of phrases, and we wanted to keep our data
structure consistent between di�erentrecording_types.

Some of the recordings had incorrect or missing associated user IDs. We were able
to manually identify the correct user IDs with the help ofphoto.jpg .

Due to a HwDon appbug, some recordings were missing or had multiple labels for
the 10th sentence"Bellende Hunde beiÿen nicht". It may be possible to recover
these labels by manually identifying the start and stop timestamps in the recorded
sensor data. However, we did not do that yet because this would be a fairly time
consuming task.

3.3.1 Extracting Sample Images

In order to have people rate the chosen legibility features, we needed a simple way
of displaying a single sample and therefore had to extract images for each of the
10 written samples. Doing this manually was not feasible since there were already
around 2000 written samples within our test. At this moment, we also still intended
to use the random phrases at a later point. Extracting these 10 to 100 phrases as
well would have made this manual task basically impossible and also not scalable if
in a future project more samples would be collected. For these reasons, we decided
to automate this process.

Locating the position of the samples in the scanned images was not trivial. Although
we did have a pretty strict layout and image size, there were multiple problems that
prevented us from just cutting the same rectangle for every sentence.

ˆ The written samples varied greatly in length. Therefore, we would have to
extract the whole line for every sample, which would lead to a lot of white
space that we would need to remove so we would not arti�cially in�ate its
size.

ˆ The location of the sample was di�erent if the student made a mistake and
had to start over. Some students even had to start over multiple times.

ˆ It would have been impossible to use on the random phrases.

So we decided to utilize existing Text Segmentation (TS) and Optical Character
Recognition (OCR) models and ended up with the following algorithm:
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Algorithm 1: Sample extraction
1 function extractSamples(scanImage; labels)

Input: The scanned image of the test paper and the contents oflabels.csv

2 lines = f indLines (scanImage) // Extract lines of text with TS
3 foreach line in lines do
4 bestLabel; bestLabelScore= f indMostLikelyLabel (line)
5 if (
6 bestLabel:hasNoAssociatedLine()
7 or bestLabel:associatedScore() < bestLabelScore
8 ) then
9 bestLabel:associateWith(line)

10 end
11 end
12 foreach label in labels do
13 label:saveAssociatedLineAsImageF ile()
14 end

In line 4 a likelihood score for each label is determined that describes how likely it
is that the line belongs to the label. This score is a weighted combination of two
partial scores:

Similarity score: First, the text content of the line is determined using OCR. The
similarity score is then calculated by comparing the extracted text with the actual
text of the label. This is necessary because the OCR model will never be 100%
accurate.

Position score: Two samples that are next to each other in thelabels.csv �le are
also likely spatially close to each other on the sample paper. That is why we take
into account the physical position of the line for the �nal likelihood score.

The check in line 7 is necessary because if a student makes a correction, the invalid
line is often incorrectly associated with the label because it is still quite similar to
it but might be missing a word. Because the corrected line is usually even more
similar, this wrong association is replaced in this step.

In this line, it is also useful to only associate the label if the score is above a certain
threshold to reduce the likelihood of wrong associations. These occur most often
because of the TS model splitting a line into multiple segments or because the OCR
model returns a really bad result.

In line 13, the samples are then cut from the image and saved in the recording
directory under phrase_images/{label.id}.png .

We were able to correctly extract image �les for around 90% of all samples with this
algorithm. Unfortunately, we also needed to extract the remaining samples, since
the missing ones were probably more likely to be less legible than the found ones,
and ignoring them would therefore skew our dataset to be more legible overall.



3 THE STABLE DATASET 17

We did this by adding some methods for manual disambiguation to the algorithm
and manually showing it the position of any label without associated lines in the
end.

Other errors, such as cut-o� words or letters, were corrected later when we had devel-
oped theHandwriting Labeling Appthat allowed us to easily investigate all sample
images one by one and tag samples that contained any problems (Section 4.3.1).

We also added a script that converts the extracted phrases into the format described
in Section 4.3.1.

After this, we had extracted 100% of the gathered samples as image �les and found
no errors after starting the feature labeling process. We also have created a very
good starting point if future work wanted to gather and extract more samples.
Although the code we wrote for this process is not very clean, we have made it
available at (https://github.com/LukasPieger1/text-to-word-preprocessor )
for anyone interested in this process.

3.3.2 Choosing TS and OCR models

A well-working TS model was critical for this algorithm to work, but setting it
up should also not take too long. That is why we decided on using a pre-trained
model and compared many di�erent pretrained models against each other. We did
this comparison prior to the actual recordings in order to be able to create ideal
conditions for our chosen model to work well on the data. Our comparison was
therefore made on photographs of previous recordings made bySTABILO . Because
these photographs would be of worse quality than our scanned tests, we had the
correct expectation that the chosen model would perform at least as well on the test
data as it did on the photos used for comparison.
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